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JM: Introductory slides, organizing committee posing 9 questions to the panel: 
 

1. In your opinion, what is the most important innovation needed to improve chat dialogue, and 
why?  

2. How good are existing computational tools to support chatbot development work? What are 
their main advantages and limitations? 

3. How can user expectations be set properly for a given chatbot platform? How important is 
user experience design with respect to limitations of natural language understanding and 
dialogue management for chat-oriented dialogue to be usable? 

4. What is the "role of theories of dialog" vs. "role of lots and lots of data"? Is deep learning 
going to save us all? 

5. What are the most important aspects of (human) chat dialogue that should be incorporated in 
chat dialogue systems? 

6. What kinds of techniques should be added (beyond simple corpus response retrieval or rule-
based template filling) to the chat system repertoire to create more human-like (or just more 
coherent, better) chat dialogues? 

7. Some argue that task-oriented dialogue systems need not (and perhaps should not) be human-
like, but should strive for efficiency. When it comes to Chat dialogue systems, should similar 
arguments be made, or must they be more human-like to be successful? 

8. What kinds of methods can be used to efficiently evaluate human, human-computer, and 
computer-computer chat dialogue?  

9. Is chat dialogue a single genre, or can it be divided into different types (e.g. argument vs 
rapport building)? 

 
 Divided into 3 categories: Chatbot design, Human users, and Evaluation.  
 
 
JM: Start with the questions on Chatbot design. 
 
Questions: 
 

- In your opinion, what is the most important innovation needed to improve chat dialogue, and 
why?  
- How good are existing computational tools to support chatbot development work? What are 
their main advantages and limitations? 
- What is the "role of theories of dialog" vs. "role of lots and lots of data"? Is deep learning 
going to save us all? 
- Is chat dialogue a single genre, or can it be divided into different types (e.g. argument vs 
rapport building)? 

 
SN: Use a layered approach to designing dialogue systems, similar to layering in communication 
protocols. Layers would include: 
 
- Physical layer: timing, behavior 



- Utterance layer: speech etc. 
- Dialogue layer: language understanding, generation, semantics 
- Discourse layer 
- Intention layer 
 
The most important innovation needed is theory and evaluation measures at each level. 
 
Also needed: 
- Corpora of spoken and text dialogues, annotated. 
- Information sharing between chat and task dialogues. 
- Emotion. 
- Grounding. 
 
Personae of system and user, and knowledge sharing. 
Evaluation via brain activity measurement to test naturalness of dialogue as perceived by humans. 
 
 
AR: Architectures (design) of dialogue systems: Humans have conventions for communication 
management, systems should follow human conventions. 
Conversation is a mixture of dialogue types, supporting different needs and goals: tasks, social 
dialogue, instrumental dialogue such as persuasion. 
New conversation management for non-task-based-dialogue: 
- Overall conversation structure. 
- Turn-to-turn shifts. 
- Goal blending within turns. 
 
MW: The most important innovation needed is memory of the user, keeping an ongoing context of the 
conversation. This would allow shared experiences (between user and system). 
 
LD: The most important need is understanding the architecture of casual conversation. 
Develop descriptors of the above for annotation and learning. 
Maintaining face in a conversation. 
 
ZY: There is no clear genre distinction in human-human conversation. Information is carried over 
between the social and task parts, and these should help or affect each other. 
 
David Traum: Genre can be distinguished by the level of formality, even if mixed within the same 
dialogue. 
 
AR: People are not conscious of their choice of register. 
 
Emer Gilmartin: Need practical tweaks to make systems sound more conversational. 
 
ZY: (Switching to another question) Is deep learning going to save us all? Deep learning is just one 
type of algorithm; there were others before it. Using deep learning to solve dialogue problems requires 
a lot of data for supervised learning, and these data are hard to generate. Therefore there needs to be a 
shift towards more transfer, unsupervised and semi-supervised learning. 
 
MW: On the issue of genre, we have no good evaluation metrics because we don't have a good 
classification of genres. These reflect different purposes for dialogues. 
 
 
 
 
 



JM: Moving on to questions about Human users 
 
Questions: 
 

- How can user expectations be set properly for a given chatbot platform? How important is 
user experience design with respect to limitations of natural language understanding and 
dialogue management for chat-oriented dialogue to be usable? 
- What are the most important aspects of (human) chat dialogue that should be incorporated 
in chat dialogue systems? 
- What kinds of techniques should be added (beyond simple corpus response retrieval or rule-
based template filling) to the chat system repertoire to create more human-like (or just more 
coherent, better) chat dialogues? 
- Some argue that task-oriented dialogue systems need not (and perhaps should not) be 
human-like, but should strive for efficiency. When it comes to Chat dialogue systems, should 
similar arguments be made, or must they be more human-like to be successful? 

 
KB: What's missing from chatbots: making the dialogue more informal, adding hedge words. 
It's not the best strategy for an agent to try to be human when they can't. Embrace the fact that you're a 
bot, and set appropriate expectations. 
Bots that are too polite are not as interesting. 
The goals of a chatbot are an engaging experience and to communicate a message. 
 
LD: Lots of experiments with a human in the loop. 
Humans use emotions. Machines need to have emotions, sociability, friendliness, cultural awareness. 
There are currently asymmetries between generation and detection; need a better coupling between the 
mechanisms. 
Chatbots need culture, personality, emotion; can be confusing to people. 
Need to adapt to different users, but there's a danger: could be used to exploit, abuse, or influence 
individual people. 
 
ZY: Ideally every user has a personal (personalized?) assistant. These can be bootstrapped based on 
demographic characteristics (age, culture). Privacy is an issue, but adaptability is still needed. 
 
MW: Multi-domain system is a challenge. Multi-domain is almost a prerequisite for open-domain 
chatbots. 
 
David Novick: Conversations have a broader structure, almost like a story or narrative. How close are 
we to modeling this? 
 
MW: We need a taxonomy of conversational moves. Study socially aware people, how they pass the 
ball and keep a conversation going. 
 
JM: Uncanny valley: behavior that's too similar to humans can become annoying. Ethical concern 
about manipulation. 
 
LD: There's an IEEE group about manipulation and nudging. 
 
AR: The goal is not to build artifacts that are indistinguishable from humans, but rather ones that can 
interact with humans in a natural way. 
 
ZY: Systems that make users feel natural reduce the cognitive load. 
 
Emer Gilmartin: Personal assistants perform several distinct human roles. How do humans relate to 
that? 
 



David Traum: Predictable does not equal usable. Need to get accurate expectations by the user. 
 
 
JM: Moving on the third topic: evaluation. 
 
Question: 

- What kinds of methods can be used to efficiently evaluate human, human-computer, and 
computer-computer chat dialogue?  

 
AR: Objective, automatic measures are necessary for learning. 
We don't have a theory of what a good chat is, either turn-by-turn or global metrics. 
Need to model continuity, engagement. 
 
LD: Compare interactions between humans, between machines, and between humans and machines. 
But there's no clear measure of what constitutes a good dialogue. 
Turing test ? 
Evaluate human interaction with the machine. 
 
David Novick: Lessons from video game evaluation: there's a contrast between game and task 
evaluation -- games want to maximize engagement, not minimize it. 
 
ZY: The longer a person is willing to talk to a system, the better. But this measure is not automatic and 
not reproducible. So use coherence, etc. 
 
 

Written contributions 
 
 

Kevin Bowden 
See also position paper: Data-Driven Dialogue Systems for Social Agents (Kevin Bowden, Shereen 

Oraby, Amita Misra, Jiaqu Wu, Stephanie Lukin and Marilyn Walker) 
 
 
Q3.- How can user expectations be set properly for a given chatbot platform? How important is user 
experience design with respect to limitations of natural language understanding and dialogue 
management for chat-oriented dialogue to be usable? 
 
When humans talk to a bot which is supposed to be human, they subconsciously invoke over learned 
expectations as to what a human can do, such as process emotion correctly. Since we currently cannot 
satisfy these expectations, it can hurt the user experience. I would suggest that our bots should 
embrace the fact they are a bot, and not try to present themselves as human, to perhaps lower 
expectations, subsequently increasing the overall experience. 
  
Q5.- What are the most important aspects of (human) chat dialogue that should be incorporated in 
chat dialogue systems? 
 
Important human aspects to consider include being less formal with more colloquial speech, and 
exploring agents which are less polite. 
 
Q6.- What kinds of techniques should be added (beyond simple corpus response retrieval or rule-
based template filling) to the chat system repertoire to create more human-like (or just more coherent, 
better) chat dialogues? 
 



Retrieval and rule based systems are great, there just needs to be more fluid transient states to connect 
them.  
 
Q7.- Some argue that task-oriented dialogue systems need not (and perhaps should not) be human-
like, but should strive for efficiency. When it comes to Chat dialogue systems, should similar 
arguments be made, or must they be more human-like to be successful? 
 
I think it's not important to represent a human, in fact I think it could be quite interesting to try other 
means of representation. However there is of course a trade off, if you make your bot less human you 
need to insure that there is some other functionality which draws in engagement. 
 
 

Laurence Devillers 
 
Q5.- What are the most important aspects of (human) chat dialogue that should be incorporated in 
chat dialogue systems? 
  
The most important aspects of human dialogue is to cope with affect/empathy but also irony /sarcasm 
/humour in order to build more social, friendly and « chatty » chatbot. Drives and emotions such as 
excitement and depression are used to coordinate action throughout life. One other really important 
think is to consider the cultural aspect of the language. Societies and individuals around the world 
have different ways to express intentions through conversation and paralinguistic cues (mimics, 
gestures); interpret silence; etc. These particularities could be incorporated into the social chatbot in 
order to transmit the intended message. So In order to build this chat dialogue, we have to give a 
personality, a cultural sensibility and emotions to the chatbot.  
 
Q3.- How can user expectations be set properly for a given chatbot platform? How important is user 
experience design with respect to limitations of natural language understanding and dialogue 
management for chat-oriented dialogue to be usable? 
  
The user expectation is difficult to set properly in a chatbot platform, it means that the system should 
be adaptable to the habits of the user knowing what the user like and dislike for example.  
The user experience design is important because the system is still not able to understand open-domain 
natural language and common sense and also dialogue management should be more usable if the 
dialog is adapted to the way the user speaks. 
  
Q6.- What kinds of techniques should be added (beyond simple corpus response retrieval or rule-
based template filling) to the chat system repertoire to create more human-like (or just more coherent, 
better) chat dialogues? 
  
Hybrid system combining deep learning and rule-based template will be more chatty and more 
coherent. New data sources could be used such as movies, everyday conversations talk shows, internet 
for training for social response generation. Also symmetrical dialogue with a better coupling between 
natural language understanding and natural language generation is necessary.  
 
Q8.- What kinds of methods can be used to efficiently evaluate human, human-computer, and 
computer-computer chat dialogue? 
  
Methods based on games like "jeux de roles" could be used to efficiently evaluate human, human-
computer, and computer-computer chat dialogue. We also need to create new kind of measures in the 
dialog like social engagement in interaction, symmetry between agent and user, degree of familiarity 
or intimacy, etc. 
 
 
 



Satoshi Nakamura 
 
Q1.- In your opinion, what is the most important innovation needed to improve chat dialogue, and 
why?  
 
My contribution is to: 

• show a layered model of spoken dialog system which consists of physical layer, utterance 
layer, dialog layer, discourse layer, and intention layer. 

• show necessity of theory and evaluation measure. Theory will reduce the necessity of the data. 
• show necessity of annotated dialog and discourse corpora, ontology, and knowledge.  
• Chat dialog is social conversation which is composed of current chat and goal-oriented dialog, 

information sharing and emotion. 
• Human communication needs symbol grounding and mutual grounding. Those groundings 

will be shaped by never ending learning. 
• Persona is crucial for the spoken dialog system, which is the age, family, language, and 

history. 
 

 
 

	  
 



	  
 
 

Alex Rudnicky (prior to conference) 
 See also position paper: CHAD: Chat-Oriented Dialog Systems (Alexander Rudnicky) 

 
Q1.- In your opinion, what is the most important innovation needed to improve chat dialogue, and 
why?  
Q9.- Is chat dialogue a single genre, or can it be divided into different types (e.g. argument vs rapport 
building)? 

 
Better understanding of how different levels of chat-dialog operate in concert: humans are quite good 
at interleaving levels but automatic systems are not. At the same time there is no good theory of the 
interlocutor and the mechanisms that allows them to manage different levels of interaction in service 
of the goals that they support. It is tempting to treat different levels separately, and this approach was 
quite useful in developing our understanding of goal-directed dialog. But to approach the 
sophistication of human language-based interaction we need to develop an integrated framework. 
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Q8.- What kinds of methods can be used to efficiently evaluate human, human-computer, and 
computer-computer chat dialogue?  

 
A key missing element in social chat research is a clear understanding of measurement. For goal-
directed systems it was much easier as task completion, achieving a goal, was an objective criterion 
that could be agreed on. Additional criteria, such as time-to-completion and number-of-turns, were 
also accepted in part because they could be measured. Non-goal-oriented chat is different: sometimes 
the goal is to operate within an expected social structure (“hello”, ”goodbye”, thank you” ,etc), or to 
develop a relationship (by establishing a common ground and history), or simply a way to pass the 
time (while practicing conversational skill). The challenge is to find objectively measurable criteria for 
these and to move beyond judgement-based evaluation. Doing so will create the necessary foundation 
for learning-based approaches.  
 

	  
 

Architectures

• Humans have developed conversational skills
• A set of conventions shared by the group
• Techniques that support efficient management of communication
• Artificial agents that follow convention will be more successful

• Conversation is actually a mixture of dialog types supporting different 
needs and goals

• Convention (Hello, Goodbye, Thank You, …)
• Task (Travel, Transactions, Schedules, …)
• Social (relationship maintenance, common ground and history)
• Instrumental (Persuasion, Negotiation, Insult?, …)
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Architectures

• Task based systems have been the primary focus of research
• Typically a single or closely related set of goals
• All interaction is focused on the goal or on dialog maintenance

• But human conversation seems to  be a dynamic mix of conversation 
types (task, social, etc)

• Recent work on “chat” systems is shifting attention to this model

• A new level of conversation management needs to be developed
• Overall conversation structure (opening, content, closing, history, …)
• Mechanisms for inter-turn level shifting
• Mechanisms for intra-turn goal blending
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Evaluation for Chat

• Task-based systems have a well developed framework
• Goal attainment, time, turns, …
• Automatically computable

• Non-goal directed chat systems do not
• Subjective evaluation, by expert or by participant
• Evaluation is expensive; it requires a human
• Judges disagree
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Marilyn Walker 
 
Q1.- In your opinion, what is the most important innovation needed to improve chat dialogue, and 
why?  
 
There are three areas important to improve 

• Improving the memory of the user and models of past conversations, in my view could be the 
single most important advancement to increase naturalness of chat dialogue 

• A better understanding of the structure of non Task-Oriented dialogue, what dialog strategies 
are relevant, what are the useful semantic relations between dialog turns. 

• Need a deeper understanding of user utterances, a semantic mapping into a topical space.  
 
Q6.- What kinds of techniques should be added (beyond simple corpus response retrieval or rule-
based template filling) to the chat system repertoire to create more human-like (or just more coherent, 
better) chat dialogues? 
 
There are many open problems in multi-domain task-oriented dialog, which if they were solved would 
be highly applicable to chat dialog. We need for example to understand how to represent a discourse 
agenda and integration of information across different applications.  
 
For example in task-oriented dialogs, we do not know how to interleave search and QA with a directed 
dialogue. Example  

• User: set a time 
• System: for how long 
• User: how long does it take to boil an egg (goes to QA/search) 
• System: Hard boiled or soft boiled (comes back from QA) 
• User: hard boiled 
• System: I am setting the timer for 5 minutes for a hard boiled egg. 

 
Q9.- Is chat dialogue a single genre, or can it be divided into different types (e.g. argument vs rapport 
building)? 
 
Chat dialog is not a single genre and much more progress would be made by acknowledging that. For 
example if we have subtypes of chat then we could much more easily evaluate whether the chat 
system was achieving its goals. For example, we could have a chatbot that argues with people about 
social and political topics and measures how much more people know about different sides of an 
argument after the conversation. Or we could have a “celebrity gossip” chat bot that could then be 
evaluated by whether it provides the user with gossip they are interested in. Also the idea of an 
“ongoing” conversant who has a memory for past conversations and what you said, by itself would 
almost result in a different genre. Even for domains such as film/movies that have a clearer structure, 
being able to move a conversation from movies to actors to actor spouses to gossip about the actors is 
beyond what we can currently easily do. 

Evaluation for Chat

• Objective metrics, automatically computable, are necessary for 
learning-based approaches

• A “theory” of what’s a good chat
• Turn-by-turn and global metrics
• Dimensions of measurement

• Observable features
• Continuity
• Engagement
• …
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Zhou Yu 
 

Q7.- Some argue that task-oriented dialogue systems need not (and perhaps should not) be human-
like, but should strive for efficiency. When it comes to Chat dialogue systems, should similar 
arguments be made, or must they be more human-like to be successful? 
 
My idea of good conversational systems are not evaluated by how human-like they are, but how easy 
they are to elicit natural human (user) behaviors. Being able to reduce the cognitive load of the user, so 
more and more people are willing to use systems. 
 
Q9.- Is chat dialogue a single genre, or can it be divided into different types (e.g. argument vs rapport 
building)? 
 
I don't think there is a single rule to define genre. Most of the human-human conversations are mixed 
with different genre at once. For example, when you go to the coffee corner, you would start the 
conversation with some social talk, such as how are you dong? how's your weekend. Then you slowly 
go over to your work related content. Also, the range of these conversations are not merely according 
to social convention, but also out of the consideration of effectiveness. For example, if your co-worker 
told you that her kid is sick over the weekends, then you better not to ask him to stay late to finish 
some extra work. 
 
Q4.- Is deep learning gonna save us all? 
 
I don't think deep learning will save us all. Deep learning methods today are just like SVM back in 10 
years ago. They are just methods to help us to understand the world and create new tools and 
applications. Most importantly, deep learning currently only works pretty well with supervised tasks, 
which requires millions of well labeled training data, while performs poorly with limited labeled data. 
Conversations require human participation, therefore it is really hard to collect such big amount of 
labeled data. Therefore I really hope we could care more about how to solve the problem we have, 
instead of focusing on shifting our problems to deep learning models. 
 
 


